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Abstract—With the emergence of utility computing and the
continuous search for reducing the cost of running Information
Technology (IT) infrastructures, we will soon experience an
important change on the way these infrastructures are assembled,
configured and managed. In this paper we consider the problem
of managing a hybrid high-performance computing infrastruc-
ture whose processing elements comprise in-house dedicated
machines, a utility computing service provider, and idle machines
from a best-effort peer-to-peer grid. This infrastructure supports
the execution of both best-effort and real-time applications. Real-
time applications use primarily computing power from the in-
house machines and any processing power that can be attained
from the best-effort grid. Extra capacity required to meet dead-
lines is purchased from the utility computing service provider.
This extra capacity is reserved for future use through short term
contracts which are negotiated with no human intervention. We
take a business-driven approach for the management of this
hybrid infrastructure and propose heuristics that can be used
by a contract planner agent to reduce the cost of running the
applications at the same time that guarantees that deadlines are
met. In particular, we show that constructing an estimation for
the behavior of the grid is essential for making contracts that
lead to high efficiency in the use of the hybrid infrastructure.

I. INTRODUCTION

Utility computing is becoming reality with several com-
panies offering solutions for its implementation and others
already providing computation on demand based on these
solutions. Those promoting this kind of solution place as one
of their main selling arguments the possibility of providing
their customers with substantial reductions on the total cost
of ownership (TCO) of their Information Technology (IT)
infrastructures.

Although economical advantages certainly play an impor-
tant role on the adoption of a technology, other factors also
have their saying. For instance, it is likely that the migra-
tion of services that are supported by in-house dedicated IT
infrastructure to one offered by an external utility computing
service provider will face strong resistance from the internal IT
management staff. Also, it may well be the case that running
certain types of services on a utility computing infrastructure
will not yield the cost reduction sought. More importantly, for
some services it may not be desirable to have them executing
on a third-party infrastructure (e.g. strategic, sensitive and
critical services). Finally, having some in-house capacity may
minimize possible undesirable effects of price fluctuations due
to transient instabilities in the utility computing market.

On the other hand, the market-based utility computing
model is not the only alternative to reduce TCO. Among
other solutions proposed, peer-to-peer grid computing has been
suggested as a way to enable a simpler economy for the trading
of idle cycles [1]. Markets rely on the existence and effi-
ciency of contract negotiation, norm enforcement, banking and
accounting mechanisms. For several scenarios in distributed
computing (and also outside computing) implementing such
mechanisms is complex, costly or inefficient [2]. On the other
hand, in these situations sharing systems may be efficient,
as they can use information which is loosely structured and
therefore easier to obtain, they can make use of social mech-
anisms for monitoring and enforcement, and they have lower
marginal transaction costs [2]. However, unlike the solutions
based on markets, these solutions generally give no guarantees
on the quality of the service provided. Nevertheless, they have
been successfully used to increase the cost effectiveness of IT
infrastructures in a number of settings [3].

Given all that, in the near future we envision that many
IT infrastructures will comprise a mix of computing power
provided by in-house dedicated infrastructure and comput-
ing power provided from external utility computing service
providers. Moreover, both kinds of approaches will provide
different guarantees, varying from those with well defined
quality of service to those provided in a best-effort basis.

This conjecture is also supported by our own experi-
ence. In our effort to disseminate the use of the Our-
Grid middleware we have fostered the creation of the Our-
Grid Community (http://www.ourgrid.org/), an open peer-to-
peer grid that is in production since December, 2004. (See
http://status.ourgrid.org/ for an up to date snapshot of the
running system.) The OurGrid Community has been used in
a variety of areas, from engineering [4] to bioinformatics [5],
from computer science [6] to financial applications [7]. In par-
ticular, OurGrid supports the cooperative work of a community
of meteorologists and hydrologists, both in the academia and
in the government [4], [8]. Some members of this community
provide daily weather forecasts as a public service (see, for
instance, http://www.cptec.inpe.br/). Moreover, the capacity
required at critical times (when real-time applications are run)
is normally much larger than that required at other times. So,
if for one side over provisioning the IT infrastructure of these
public agencies to cope with the high demand at critical times
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is not cost effective, on the other side, relying on the best-effort
guarantees of OurGrid is not acceptable. In this setting, it is
likely that extra computing power required at critical times
could be acquired on demand and with the required quality
of service at a smaller cost than over provisioning the in-
house dedicated infrastructure. Moreover, the amount of extra
computing power required could be reduced if the idle cycles
of the dedicated infrastructure could be traded in a peer-to-peer
grid. So, in this setting, a hybrid IT infrastructure is highly
desirable.

Since IT management has been mostly studied considering
a uniform way of providing IT services, interesting research
questions arise from the new environment sketched above. In
this paper we address the problem of how to improve the
efficiency of running a hybrid IT infrastructure that supports
the execution of real-time applications. In this infrastructure,
any idle in-house capacity is donated to a best-effort grid and
this allows donated cycles to be claimed back from the grid in
the future, although with no guarantees of when they will be
made available. Real-time applications are processed using the
full local capacity, and any capacity that can be retrieved from
the grid. Any extra capacity required to fulfill the workload
by its deadline can be acquired on-demand from a utility
computing service provider. This provider offers a contract
interface that is used by an agent to automatically negotiate
the amount and cost of the computing power used from the
provider. The contract establishes guarantees and fees to be
charged for both reservation and effective use of computing
power. We assume that the cost of using the utility computing
provider does not change over the relatively short period of
time that a critical application run, but the cost of reserving
computing power increases with the urgency: the sooner it is
reserved, the cheaper is the reservation fee. The difficulty in
establishing the appropriate contracts lies in the uncertainty on
the amount of computing power that can be timely received
from the best-effort peer-to-peer grid. The sooner a contract
is established, the cheaper its cost, but the less accurate is the
information on the amount of extra computing power required.
We discuss several heuristics that can be used to drive the
planning of contracts. To the best of our knowledge, this is
the first work that explores this hybrid IT infrastructure.

The rest of the paper is organized as follows. In Section II
we discuss related work. Section III gives a formal description
of the problem. Since our solution follows a business-driven
approach for management [9], in Section IV we describe a
utility function for the execution of a real-time application over
the hybrid IT infrastructure. The contract planning heuristics
are presented in Section V and evaluated in Section VI. Finally,
Section VII closes the paper with our concluding remarks and
perspectives of future work.

II. RELATED WORK

Similarities can be identified among our work, [10] and
[11], as well as some points in which they may complement
each other. The work in [10] focuses on the service provider
operation, whilst [11] focuses on the interaction between a

customer and a grid service provider. Our work, on the other
hand, investigates the interaction of a customer with both a
best-effort grid as well as a service provider.

Popovici et al. [10] propose an economics-oriented approach
for a service provider to follow, when choosing which cus-
tomer’s requests to accept. The difficulty is in selecting the
requests, given the uncertainty on the availability of a resource
provider service. This approach helps in defining admission
control and scheduling algorithms that maximize profit. They
extend the work presented in [12] and [13], by considering
a service provider that offers job-based services to its clients
and rents resources from a resource provider. The proposed
algorithms take into account the uncertainty of the availability
of resources from resource providers. The authors use risk-
aware heuristics to maximize the utility obtained. In our work
we consider a contract planner to a hybrid IT infrastructure,
and the uncertainty comes from the best-effort nature of the
grid behavior.

Buyya et al. [11] propose a scheduling algorithm that
minimizes execution costs of workflows in a grid while
meeting user’s specified deadlines. The unreliability of the
grid introduces uncertainty. This, in turn, is dealt with by
re-scheduling tasks that fail in other grid resources available.
Availability prediction and contract cost information of grid
resources are used to select the most appropriate contracts and
minimize cost. Our work uses a similar strategy, but applied
to a different context.

As the necessity for computing services increases in the
daily life of most organizations, and considering that util-
ity computing is becoming reality, utility provider business
models are extremely necessary. In [14], the author presents
a general overview of how the business model for utility
computing should look like, taking account characteristics
such as necessity, reliability, usability, scalability etc. This
approach is similar to the ones used for other utilities as, for
example, water, telephone, Internet access, and electricity. The
pricing model for the utility computing service provider that
we use in this paper is also inspired on the pricing model of
other utilities.

In [15] the authors provide some economic models for
setting the prices of services based on supply-demand, such
as commodity market, posted price and auction models. Based
on the various possible models existing, a system architecture
and policies for resource management in Grid infrastructure
are described. In our work, we assume a generic pricing model
composed of a reservation and a consumption fee, into which
different provider’s profile can be mapped.

Business-Driven IT Management (BDIM) [9] is a new area
of research that takes a business perspective to the manage-
ment of IT services. In this context, we propose planning
algorithms for a hybrid IT infrastructure in order to maximize
the utility obtained when running a real-time application.
The utility metric can be easily linked with business metrics,
such as profit, revenue or financial loss. To the best of our
knowledge, no previous work on grid management, including
ours in the context of the OurGrid system, considers business
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objectives to drive management operations in a hybrid IT
infrastructure.

III. PROBLEM STATEMENT

In this section we present a formal description of the prob-
lem. Firstly, we describe the considered application; secondly,
we present the components of the hybrid IT infrastructure; and
finally, the contract planning problem is stated.

A. The Application

For the sake of simplicity, we assume that during a time
period Δtperiod (typically a day), there is a single critical
application to be executed. This application is characterized
by a tuple A = 〈w, tready, tdeadline〉, where A.w is an indica-
tion of the application’s processing demand expressed as the
number of cycles required to run the application in a reference
machine; A.tready is the real time when the application is
ready for execution (e.g. the time when data required to run
the application was made available); and A.tdeadline is the
real time by when the execution of the application must be
finished. We will refer to the difference between the time the
application must be completed and the time it is ready to start
its execution as Δtrunning = A.tdeadline − A.tready . Figure
1 depicts the above description.

Fig. 1. The application timeline

B. The Hybrid IT Infrastructure

We consider a hybrid IT infrastructure which at any instant
of time t is able to provide computing cycles that are equiv-
alent to d(t) + g(t) + u(t) computing cycles of a reference
machine, where d(t), g(t) and u(t) are the amount of equiva-
lent cycles provided by, respectively, the in-house dedicated
machines, the peer-to-peer grid and the utility computing
service provider.

We assume that d(t) is constant over time and is a function
of the local capacity installed. On the other hand, g(t) and u(t)
varies over time. For any t, such that t < A.tready , we have
g(t) = u(t) = 0, since there is no critical computation to be
executed and therefore no need to seek for resources provided
by the grid or the utility provider. During this time any idle
cycles from the d(t) cycles available are offered to the grid.
Again, for the sake of simplicity we assume that for any t, t <
A.tready , all d(t) cycles are idle, and are, therefore, donated
to the grid. For all t, such that A.tready ≤ t ≤ A.tdeadline,
both g(t) and u(t) may be greater than zero. The former will
depend on the quality of service delivered by the grid at t,

while the later will depend on the contracts that have been
established with the utility provider prior to t.

In the absence of an established pricing model for the
utility provider, we assume one that is a simplification of
the pricing model used in the electricity market for large
consumers. It is composed of two fees: a reservation fee
and a consumption fee. To model the reservation cost, it
is reasonable to think that the antecedence of a contract is
a critical factor to price the resources, i.e. the earlier the
contract is established, the cheaper will be the reservation cost.
Moreover, the reservation cost is directly proportional to the
amount of cycles reserved. Given that contracts are short term,
we assume that the consumption fee for any contract is a fixed
value that is charged for each cycle effectively consumed. It
is important to note that the amount of consumed cycles from
the provider can be less than the amount of reserved cycles,
but never more than that.

A contract between the client and the utility provider is
a tuple K = 〈init, rate, duration, price〉 that establishes the
instant of time after which the cycles will start to be consumed
(K.init), the maximum rate of cycle consumption per unit of
time (K.rate) and the duration of the contract (K.duration).
It also establishes the fees (K.price) for the contract. When a
contract is established the utility provider agrees in fulfilling
it and the client agrees in paying the agreed fees. We assume
that all contracts attempted are successfully established.

C. Planning and Scheduling

In the proposed environment the scheduling of the appli-
cation is preceded by the acquisition of computing resources,
known as planning [16]. For simplicity, we assume that the
application has a workload that can be divided into very fine
grains, so that at any instant of time t it is possible, if needed,
to schedule work for the in-house dedicated infrastructure, the
utility provider and the peer-to-peer grid that will consume,
respectively, d(t), u(t) and g(t) cycles. So, scheduling the
application is extremely simple. Starting from tready , the
scheduler simply uses all available cycles until the execution
of the application is completed, giving preference to use first
all in-house cycles available, then any cycles retrieved from
the grid and, finally, any cycles that can be used from the
utility provider.

Therefore, the actual problem is to execute the planning,
i.e. when and how much extra resources needs to be acquired
from the utility provider. In other words, we need to devise the
algorithm that an agent must run to automatically define which
contracts should be established with the utility provider, so that
the application execution can be completed by its deadline at
as small a cost as possible. More formally, we define a plan as
a tuple P = 〈C,U〉, where C is the set of contracts established
and U is the total utility delivered by the plan. Our aim is to
provide a mechanism that is able to produce efficient plans,
i.e. plans that deliver as much utility as possible.

In the next section we model the utility obtained by the
real-time application that is executed over the hybrid IT
infrastructure.
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IV. UTILITY FUNCTION OF THE HYBRID

INFRASTRUCTURE

In our model, we consider that each cycle that is used
to process the application’s workload yields a unit of utility.
Furthermore, each cycle, whether it has been used to compute
the workload or not, has an associated cost. Therefore, the
total utility of the hybrid IT infrastructure for a given plan P
and an application A is the difference between the applica-
tion’s workload and the sum of the cost of maintaining the
infrastructure during Δtperiod plus the cost of the cycles used
to run A within Δtrunning . This is expressed as:

P.U = A.w − (γd + γg + γp),

where γd is the cost of maintaining the dedicated in-house
infrastructure, γg is the cost of using the grid, and γp is the
cost of reserving and using cycles from the utility computing
service provider.

The cost of the dedicated infrastructure is given by:

γd = d(t) · Δtperiod · vd,

where vd, 0 < vd < 1, is the fixed cost of each cycle available
on the dedicated infrastructure.

There is a small cost vg of donating an idle cycle to the
grid. Assuming that vg � vd, hereafter we do not consider
the cost of donating idle cycles to the grid. Moreover, there
is no cost for the cycles that are claimed from the grid, since
they are donated cycles. Thus, γg = 0.

To compose the cost of the computational power acquired
from the service provider, we define β as the ratio between
the reservation and the consumption fees, i.e., β = 3/4 means
that 75% of the cost is due to the reservation fee, and the other
25% is due to the consumption fee. We believe that β should
be at least 0.5 to mitigate loss of revenues when cycles are
reserved and not consumed by the clients. Moreover, we define
a factor ϕ to reflect the variation of the reservation cost with
time. Therefore, the cost incurred from the cycles reserved and
used from the utility computing service provider is given by:

γp =
∑

∀K∈P.C
vu ·{β ·K.duration ·K.rate ·ϕ+(1−β) ·cKused},

where vu is the provider’s cost per cycle, and cKused is the
number of cycles effectively used under contract K.

At this point, we can define two different types of “bad
contracts”. The first one is when the amount of consumed
cycles is smaller than the amount reserved, and the consumer
has paid for the reservation of more cycles than needed. The
other one is when the amount of cycles reserved is smaller than
the total number of cycles needed, and a new contract should
be made to meet the deadline. In this case, the new contract
will be more expensive due to the variation of the reservation
cost with time. In other words, the perfect contract is one that
is established as soon as possible and in which the amount of
reserved cycles is exactly the amount of cycles needed from
the service provider.

V. PLANNING ALGORITHMS

We assume that λ, 0 < λ < 1, is the capacity ratio of the
hybrid infrastructure, and expresses the ratio between d(t) and
the fraction of the workload that needs to be processed at each
instant of time t, i.e. λ = 0.5 means that the in-house capacity
can compute 50% of the application’s workload1. Thus, the
number of extra cycles (cextra) that are required from the grid
and the utility computing service provider is given by:

cextra =
(

1
λ
− 1

)
· d(t) · Δtrunning.

As mentioned before, the best contract can only be estab-
lished if the amount of cycles that will be received from the
grid during the interval Δtrunning is known. The number of
cycles received from the grid will depend on two factors.
Firstly, the amount of “credit” that the client has in the grid,
i.e. the amount of idle cycles that have been donated by the
client to the grid and have not yet been reclaimed. Note that
idle cycles from the client are only consumed by the grid if
there is a demand for them when they are available. Moreover,
since the grid only guarantees that cycles will eventually be
payed back [17], within the critical window Δtrunning there
is a possibility that not all of the idle cycles donated will
be reclaimed. On the other hand, if the contention for idle
resources is low, and there are many participants with idle
resources, then there is a possibility that more cycles than
those previously donated will be reclaimed. We model this by
considering a grid quality of service parameter gf that gives an
indication of the proportion of idle cycles donated that can be
reclaimed from the grid during Δtrunning . Thus, the number
of cycles received from the grid during Δtrunning is expressed
in the following way:

cgrid = (Δtperiod − Δtrunning) · d(t) · gf .

If cextra ≤ cgrid, then there is no need to acquire cycles at
the utility provider. Otherwise, exactly cextra − cgrid cycles
must be reserved and used from the utility computing service
provider.

However, due to the grid’s best-effort nature, there is no
precise method of knowing how many cycles will be received
during a certain time interval, i.e. gf can at best be estimated.
In this section, we propose planning algorithms that can be
used in order to maximize the utility of running a hybrid
infrastructure considering the uncertainty of the grid. Since
the cost of the in-house capacity is fixed, utility can only be
maximized by minimizing the cost of contracts made with
the utility computing service provider. Ideally, a planner can
make use of estimates of the amount of cycles that will be
received from the grid. For example, this estimation may
be achieved by analytical models of the grid’s behavior and
validated by historical-analysis of the grid. Considering that
this information is known, a planning heuristic can be applied

1Note that when λ = 0, there are no in-house resources, and when λ = 1
there is an over provision of resources. Neither of these scenarios are of
interest in our study.
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to efficiently establish the appropriate contracts for the hybrid
infrastructure.

For the sake of argumentation we will only consider a subset
of the possible heuristics that make at most two contracts
within each Δtperiod time intervals. These contracts are es-
tablished at well-defined times, namely: at the beginning of
the time line (as soon as possible); or at the last time moment
just before the deadline in which a contract can be made - let
us denote this time instant t−deadline. The last contract always
reserves all remaining extra cycles required at the time the
contract is established. Since any contract that is attempted is
successfully established, the resulting plans guarantee that the
application always meet its deadline. The basic functioning of
the planner is described in Algorithm 1.

Algorithm 1: Planner’s Algorithm

begin
At time = 0 do
begin

reserve cycles according to Heuristic
end

At time = t−deadline do
begin

reserve any remaining extra cycles needed
end

end

To evaluate the execution of the application on the hybrid
infrastructure, the heuristics described below were developed.
A comparison of them is made in the next section.

A. Omniscient Heuristic

This heuristic produces an optimal plan. We assume that it
has total knowledge of the grid behavior (i.e. it knows the exact
value of gf ), and makes a contract with the precise amount of
extra cycles needed from the service provider to compute the
workload. As a result of this, it can reach the minimal cost
of executing the application by taking benefit of the peer-to-
peer grid. Thus, this heuristic always achieves the maximum
utility of the hybrid infrastructure. We note that, as it uses the
exact amount of received cycles from the grid to make the
first contract, it never needs to make the second contract.

B. Oblivious Heuristic

This heuristic is oblivious of the existence of the grid. It
always establishes a first contract for the whole extra cycles
needed to compute the workload. Obviously, in this case there
is also no need of making a new contract in a future time.
This heuristic is a kind of lower bound2 on the utility that
can be attained from running the application on the hybrid
infrastructure.

2This heuristic is not exactly a lower bound because it is always possible
that a heuristic takes such bad decisions that its utility is even worse than that
attained by the Oblivious one.

C. Averse Heuristic

This heuristic is similar to the Oblivious one, in the sense
that it is completely averse to the risk of trusting in the best-
effort grid. Therefore, it also reserves all extra cycles needed
to complete the workload at the first contract. However, unlike
the previous heuristic, grid cycles attained from the grid are
used to run the application, possibly reducing the amount of
cycles that are effectively consumed from the utility provider.

D. Greedy heuristic

This heuristic assumes full risk of trusting in the best-effort
grid, and makes a contract with the utility service provider only
in the last time instant, if needed. If the amount of received
cycles from the grid is greater than the amount of extra cycles
needed, no contract is made with the service provider.

E. Average heuristic

This heuristic is a compromise between the Averse and the
Greedy heuristics. It makes a contract assuming that half of
the extra amount of cycles needed to complete the workload
(cextra/2) will be reclaimed from the grid. Note that in this
case there is a possibility of making two contracts in order to
meet the deadline; this happens when the amount of received
cycles is less than 50% of the extra amount needed.

F. Grid-Aware heuristic

This heuristic has some knowledge about the grid behavior.
It does not know the exact value of gf but it is able to
build the probability distribution of gf . This way, it assumes
that the amount of cycles reclaimed from the grid is the
mean of the probability distribution that represents the grid
behavior. Note that, as happens with the Average heuristic,
the establishment of two contracts may be necessary in order
to meet the deadline.

G. Price&Grid-Aware heuristic

This heuristic has full knowledge about the provider’s
pricing model (β, ϕ and vu) and, like the previous one, it
also has knowledge about the grid’s probability distribution
behavior. Given this information, it assumes that the value
of received cycles from the grid is one that equalizes the
average penalty incurred by the two types of bad contracts,
i.e. it minimizes the average penalty incurred due to a wrong
estimation of gf .

In summary the first two heuristics (Omniscient and Obliv-
ious) produce useful benchmarks for the utility that can be
achieved on the hybrid infrastructure. The next three heuristics
(Averse, Greedy and Average) represent different degrees of
trust on the best-effort grid. Finally, the last two heuristics
(Grid-Aware and Price&Grid-Aware) utilize extra information
about the grid and the provider’s pricing model to help in
better planning the establishment of contracts.
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VI. HEURISTICS EVALUATION

We developed a simulator to evaluate the heuristics de-
scribed above. In this section we present the scenarios that we
have investigated in our experiments and the results we have
obtained from the simulation runs. To do such, we reference
the parameters defined on the model described in Sections IV
and V, and also, we define some new that are used in the
investigation.

A. Scenarios Description

Based on the SegHidro experience [4], we assume a work-
load of an application running in a twenty-machines cluster
during approximately 12 hours, on a daily basis. We define
an efficiency coefficient ep to establish the provider’s cost per
cycle. This coefficient relates the costs of running the utility
provider and that of running the in-house infrastructure. For
example, if we set ep = 0.5, then we are considering that the
provider’s infrastructure is run 50% more efficiently than the
in-house infrastructure. So, we consider vu = (1 − ep) · vd,
with 0 ≤ ep ≤ 1. We have considered scenarios with
ep ∈ {0.5, 0.8}, which seemed reasonable values for the utility
provider’s efficiency.

In order to evaluate different provider’s profiles, we vary the
reservation/consumption ratio β for values in {1/2, 2/3, 3/4}.
The variation on the utility provider’s reservation cost with
time ϕ is instantiated as follows. In the first contract we always
have ϕ = 1. We then set ϕ in the second contract to be either
2.5 (when ep = 0.5) or 7 (when ep = 0.8). This allowed us to
investigate the behavior of the heuristics in a scenario in which
the cost of the second contract is moderately higher than the
first, and in another in which this cost is substantially higher.
Moreover, by matching different values of ep and ϕ, we have,
in both cases and as we vary β, interesting relations between
the cost per used cycle for the provider’s most expensive
contract (vu · [β · ϕ + (1 − β)]) and the cost per cycle of
the in-house infrastructure (vd). The first situation (β = 1/2)
represents a provider whose cost per used cycle of the most
expensive contract is greater than the in-house cycle cost. The
second situation (β = 2/3) represents the case when both
provider and in-house infrastructures have the same cost. The
last one (β = 3/4) represents the situation when the provider’s
most expensive contract is lower than the in-house cost.

Andrade et al. [17] have shown that the incentive mecha-
nism used by OurGrid leads most of the peers in the system
to experience values of gf that are close to 1, with an average
smaller than 1 depending on the amount of free-riding in
the system. However, that work did not consider a restricted
window of time within which the donated cycles are reclaimed.
Thus, in this more demanding scenario that we are studying,
it is reasonable to consider that the grid factor assumes values
between 0 and 1.1. So, we define three grid profiles according
to its quality of service: a bad quality grid, a medium quality
grid, and a good quality grid. To represent these behaviors the
grid is modeled by a multi-modal distribution.

The good quality grid is one in which, with a probability of
90%, gf is chosen from a uniform distribution in the interval

[0.8, 1.1], and with a probability of 10% gf is chosen from
a uniform distribution in the interval [0, 0.8). The average
value for the more frequent interval is less than 1 to account
for some free-riding. Analogously, the medium quality grid
is one that, with a probability of 90%, gf is chosen from
a uniform distribution in the interval [0.55, 0.85], while with
probability of 10% it is chosen from a uniform distribution in
the intervals [0, 0.55) and (0.85, 1.1]. Finally, the bad quality
grid is one in which gf has a probability of 90% of being
chosen from a uniform distribution in the interval [0, 0.3], and
a 10% probability of being chosen from a uniform distribution
in the interval (0.3, 1.1].

To measure the performance of the proposed heuristics we
compare them with the performance of the Omniscient and
Oblivious heuristics. We define the efficiency of a heuristic H
as follows:

1 − UOmniscient − UH

UOmniscient − UOblivious

,

where UOmniscient, UH and UOblivious are, respectively, the
average utility attained by the Omniscient, H and Oblivious
heuristics, in all scenarios considered.

With this, we can compare the performance of the heuristics
related to the maximum reachable utility. We note that the
efficiency is not defined for the cases that the average utility
of the Omniscient heuristic is equal to that of the Oblivious
one. This situation does not arise in any of the scenarios that
we have simulated, since the probability of not receiving any
cycles at all from the grid is very low. Note also, that 1 is an
upper bound for the efficiency, but there is no lower bound for
it, with negative efficiency values being possible. This occurs
because the Omniscient heuristic always achieve the maximum
utility, however, as pointed out before, the worst result is not
always achieved by the Oblivious heuristic.

Since we assume that each cycle that is processed from the
workload yields one unit of utility, the value of vd can be
inferred from the perceived profit of running the application.
We note that for the particular example we are targeting,
evaluating this value is not a trivial task, since many subjective
criteria should be taken into account to measure it. Therefore,
we have assumed vd ∈ {0.1, 0.2, . . . , 0.9}. However, since the
simulations with different values of vd did not show efficiency
results substantially different, in the following we will only
report the values for vd = 0.5.

For all graphs presented in this work we plot the results of
the efficiency versus the capacity ratio (λ). We consider that
λ ∈ {0.1, 0.2, . . . , 0.9}. Moreover, each point in the graphs
represents the average of 30,000 runs, at the 95% confidence
level with a negligible error.

B. Performance Analysis

Figure 2 represents the average efficiency obtained by
the heuristics on all scenarios simulated for ϕ = 2.5 and
ep = 0.5 (Figure 2(a)) and ϕ = 7 and ep = 0.8 (Figure
2(b)). As expected, both Grid-Aware and Price&Grid-Aware
heuristics give the best results, since they take into account
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partial knowledge about the grid behavior and the provider’s
pricing model. These heuristics have a very stable behavior
and are always able to attain more than 80% of the achievable
efficiency when ϕ = 2.5. When ϕ increases, the efficiency
of these heuristics decrease, due to the substantial increase in
the cost of the second contract, specially for the Grid-Aware
heuristic which does not consider the provider’s pricing model.
From the results we can also see that the heuristics that do
not have knowledge about the grid perform, in most cases,
very badly. The Greedy heuristic achieves very low efficiency
with lower values of λ, and improves when λ increases. This
occurs because the in-house infrastructure gets larger as λ
increases, thus the number of extra cycles required diminishes
at the same time that more idle cycles are donated to the grid,
increasing the probability of having the few cycles needed
reclaimed back on time. The Average heuristic has a similar
behavior but, not so bad when λ is low and not so good
when λ is high. As expected, both heuristics worsen when
ϕ increases. The Averse heuristic has a more stable behavior
and yields a very low efficiency in all scenarios investigated.
This is because it does not take into account the grid and
reserves the whole amount of extra cycles needed.
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Fig. 2. Average efficiency versus capacity ratio (λ).

We have also evaluated the impact of the grid quality
of service on the efficiency achieved. Figure 3 presents the
average efficiency obtained in each different scenario of the
grid’s quality for ϕ = 2.5 and ep = 0.5. Not surprisingly,
the heuristic Averse has little impact on its efficiency in the
different scenarios. The other heuristics perform better when
the grid quality is at least medium, while the Average and
Greedy heuristics are more sensitive to the grid quality than
the others. This occurs because these heuristics take more risk
than the others3.

In summary, our results show that different planning of
contracts yields quite different efficiencies. Moreover, a blind
approach to the definition of such a plan may lead to very poor
efficiency, in some cases even leading to negative utilities.
So, it is important to use at least knowledge about the grid
behavior when deciding which contracts to establish.

VII. CONCLUSION

In this paper we have defined a hybrid IT infrastructure
that we consider will be a reality in a near future. The
processing power of this infrastructure is provided by in-
house dedicated resources, as well as by on-demand processing
power purchased from a utility computing service provider,
and idle cycles traded on a peer-to-peer grid.

We have described planning heuristics that can be used by a
contract planner agent to reduce the cost of running real-time
applications in this hybrid environment, at the same time that
guarantees that deadlines are met. We also derived a utility
provider pricing model and a utility function to evaluate the
total utility obtained by executing an application in this hybrid
infrastructure.

By the obtained results, we can conclude that the use of this
hybrid IT infrastructure can take advantage from the low cost
of the grid to improve the efficiency attained by running the
application. However, it is not a good approach to fully trust
the grid, except in the situations near to over provisioning
of the in-house dedicated infrastructure. Furthermore, the
advantage of using a best-effort grid can be maximized by
using partial knowledge about the grid behavior. In particular,
we show that constructing an estimation for the behavior of
the grid is essential for making contracts that lead to high
efficiency in the use of the hybrid infrastructure.

As future work, we intend to develop a mechanism that is
able to dynamically estimate the amount of cycles that will be
received from the grid. We will then implement the planner
agent and evaluate its functioning in a real setting. We also
believe that BDIM aspects other than planning can be modeled
in this hybrid IT infrastructure and we intend to broaden our
investigation in this direction.
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